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ABSTRACT: We present an extension to Sierpinski’s curve that is useful for generating a large variety of highly symmetric
curves. We propose a scheme for automated construction of these curves, capable of producing millions of curves. Because of
their high-degree of symmetry, these curves can be utilized in various graphics design applications. In particular, we briefly
describe a web-based system for automated construction of tiling designs.
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1. Introduction

Self-similar figures arise in nature, art and architecture. Such figures are normally called as fractals [1, 2,5,18]. A key characteristic
of a fractal object, such as Mandelbrot set [2,18], is that it exhibits self-similarity at every scale. Sierpinski’s curve [25] is one
such structure. Sierpinski’s curve is an example of a space-filling curve whose range is the entire 2-D unit square. The curve is
defined by a recursive mathematical function in terms of a level-parameter. For a level approaching infinity, the curve can be
thought of as a function whose domain is the unit interval (i.e., [0,1]), and whose range is the unit square and that the curve
passes once through every point in the square. Space-filling curves have varied applications. These include data compression
[17,19], geometric data structures  database indexing [5,16], and heuristics for certain combinatorial problems [6,21]. The
mathematical theory underlining space-filling curves is covered in [24].

In this paper, we are concerned with the symmetrical aspects of Sierpinski’s curve. The subject of symmetry has fascinated
artists and scientists throughout the history of mankind. The surge in electronic and web publishing in recent years has lead to
renewed interest in the subject of symmetry and its role in tiling and graphics design [4,9,11,12,14,23]. The web sites by
Addington [3] and Dutch [8] provide entertaining introduction to the subjects of symmetry and tessellation (tiling). Though it
seems that there is no universally accepted definition of symmetry [20], symmetry is often associated with regularity (repetitiveness)
that is somehow aesthetically pleasing. With geometric objects such as 2-dimensional drawings or 3-dimensional physical
structures, symmetry is often defined through geometric transformations such as scaling, reflection, and rotation [3,8]. We find
this to be the case with Sierpinski’s curve, because it is primarily built with reflection and rotational symmetry in mind.

In this paper, we introduce a useful extension to Sierpinski’s curve to enable the construction of a large variety of highly
symmetric 2-dimensional curves. In the process, we will forgo one of the properties that is normally preserved by a space-filling
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curve; namely, the curve does not cross itself. The type of curves produced in this work can be useful for paintings, tilings, wall
decorations, carpet and textile fabrics. Similar applications of mathematical functions are reported in [26, 28].

In the remainder of this section, we review the process for generating Sierpinski’s curves of different levels [7,10,27]; this is
needed to help with the readability of subsequent sections and to aid the reader in reproducing the claimed results. Throughout
this paper, we are assuming standard screen coordinates with the origin at the top left, with the x-coordinate [y-coordinate]
increasing by right [downward] movement, and a unit length of dist. To facilitate drawing of lines on a 2-D canvas, the algorithm
in Listing 1 assumes the availability of two auxiliary procedures, SetStartPoint(x, y) to set the starting position of the drawing
pen and Line(x-dist, y-dist) which draws a line from the current position of the pen to the point specified by the given arguments
(interpreted as horizontal and vertical displacements).

Figure 1. Sierpinski’s curve of level 1

The initial pattern for Sierpinski’s curve consists of a square with smaller squares on its corners in the manner shown in Figure
1. This shape exhibits a rotational symmetry of order 4 (i.e., the shape coincides with itself with every 90-degree rotation around
its center). It also exhibits reflection symmetry; the bottom half is a reflection of the top half, and, at the same time, the left half
is a reflection of the right half. Furthermore, the shape is symmetric with respect to both diagonals.

Sierpinski’s curve (See Sierpinski() procedure in Listing 1) is drawn by calls to four procedures, Top(), Right(), Bottom() and
Left(). These procedure are recursive and dependent on a level-parameter. For a level value of 0, these procedures draw nothing.
Thus, it is easily seen that the call Sierpinski(1) will draw the shape of  Figure 1. The top-level process for drawing Sierpinski’s
curve (i.e., Sierpinski() procedure in Listing 1) defines the base pattern of the curve as (where the T, R, B and L denote Top,
Right, Bottom and Left parts, respectively, and the arrows indicate the gluing lines):

T R B L

At level 1, each procedure consists of three steps and draws a copy (in one of four rotations) of what is shown in Figure 2,
followed by a connector to the next part (the glue part is produced by a step in the calling Sierpinski() procedure). The figure
shows the top part of Level 1 Sierpinski’s curve. We will refer to this as the primitive element, since by varying it, we can vary
the shape of Sierpinski’s curve, while the symmetry aspects remain unchanged. This is the primary contribution of this paper,
which is presented in the next section.

basic parts

Figure 2. The top part of Sierpinski’s curve of level 1 is its primitive element

Start
+ X

+ Y

glue parts
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At level 2, the call Top(2) produces the top part (Figure 3(b)) of Sierpinski’s curve (Figure 3(a)), and this pattern is replicated
around the basic square using the other three procedures in turn.

(a)                                                                    (b)

Figure 3. Sierpinski’s curve of level 2 shown next to its top part;
top part has the form: Top      Right       Left        Top 

2. Extended Sierpinski’s Curves

In this section, we formalize the notion of a three-part primitive element and the associated modification to the Sierpinski’s
curve-drawing procedure. We refer to the set of curves that are produced by this process as extended Sierpinski’s curves.

With proper modification (modification of the drawing procedures is given in Section 2.3), the procedure for drawing Sierpinski’s
curves should work if the primitive element is changed to another that has the same net-distance movement horizontally and
vertically as that of Sierpinski’s curve. The primitive element for the original Sierpinski’s curve (the first curve in Figure 4) has
a net xdistance of 4 units and a net y-distance of 0 units; it covers a rectangle that is 4 units wide and 1 unit high, and consists
of three line segments. To accommodate a variety of patterns, we view a primitive element as consisting of three parts, each part
consists of several line segments. Figure 4 shows a sample of patterns for primitive elements and their corresponding numeric
format; the parts are separated by the exclamation mark (!), and each part consists of “x-dist, y-dist” pairs separated by
semicolon (;). Note that, while these primitive elements have the same width and have a net ydistance of 0 for proper gluing with
other sides of the base pattern, we have taken the liberty to have more height (e.g., fourth element) or less height (e.g., fifth
element) than 1 unit. In the proposed format, each “x, y” pair represents a line segment and not a 2-D point. In this notation, the
x-component [y-component] represents the line segment displacement along the x-axis [y-axis]. A line segment is called for
whenever the slope of the line changes. Figure 5 shows the curves for some of the primitive elements from Figure 4. As seen
from Figure 5 (Right), the curve (for either level 1 or 2) from the fourth primitive element crosses itself.

1, 1 ! 2,0 ! 1, −1
0.5,0.5; 0.5,0; 0, 0.5 ! 2,0 ! 0, 0.5; 0.5, 0; 0.5, −0.5
1,0.5; 0,0.5 ! 2,0 ! 0, −0.5; 1, −0.5
0.5,0.5; 0,1 ! 1.5, −0.5; 1.5, 0.5 ! 0, −1; 0.5, −0.5

0.5,0; 0,0.5 ! 3,0 ! 0, −0.5; 0.5,0

Figure 4. A sample of patterns for primitive elements and their corresponding numeric representation
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procedure Sierpinski(integer level)
begin

SetStartPoint(2*dist,dist);
Top(level); Line(+dist,+dist);
Right(level); Line(-dist,+dist);
Bottom(level); Line(-dist,-dist);
Left(level); Line(+dist,-dist);

end
procedure Top(integer level)
begin if (level > 0)
    begin Top(level-1); Line(dist, dist); Right(level-1); Line(2*dist,0);

Left(level-1); Line(+dist,-dist); Top(level-1);
    end
end
procedure Right(integer level)
begin if (level > 0)
    begin Right(level-1); Line(-dist,dist); Bottom(level-1); Line(0,2*dist);

Top(level-1); Line(dist, dist); Right(level-1);
    end
end
procedure Bottom(integer level)
begin if (level > 0)
    begin Bottom(level-1); Line(-dist,-dist); Left(level-1); Line(-2*dist,0);

Right(level-1); Line(-dist,dist); Bottom(level-1);
    end
end
procedure Left(integer level)
begin if (level > 0)
     begin Left(level-1); Line(dist,-dist); Top(level-1); Line(0,-2*dist);

 Bottom(level-1); Line(-dist,-dist); Left(level-1);
     end
end

Listing 1. Algorithm pseudocode for Sierpinski’s curve

Figure 5. Extended Sierpinski’s curves of levels 1 and 2 using second and fourth primitive elements from Figure 4
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In general, the design for a primitive element needs not be confined to a 4-by-1 rectangle. The requirement that primitive element
must have a net distance of 4 along the x-axis and a net distance of 0 along the y-axis, is because we wanted the primitive element
to connect with the diagonal lines that glue it to the rest of the drawing. We define a standard curve as any curve that satisfies
this requirement, and where, for symmetrical aspects, the right part is a mirror image (a reflection along the y-axis) of the left part.
All standard curves share a common center; thus, they are suited for superimposition, as explained later.

One should not disregard nonstandard curves altogether. With little experimentation, we have found many nice patterns
comprised of nonstandard curves. Figure 6 shows a level-2 standard curve (the figure on the left), and the resulting curve when
the primitive element is slightly perturbed (the xdistance of the middle part is changed from 2 to 1). The symmetrical aspect of the
nonstandard curve is because its right part is a reflection of its left part. Note that the nonstandard curve for this example uses
a smaller-size area than its standard counterpart, but we have cropped the unused space for better presentation.

Figure 6. Standard vs. nonstandard curve: Left: A level-2 standard curve (primitive element = “1,
2 ! 2, 0 ! 1, -2”); Right: A level-2 nonstandard curve (primitive element = “1, 2 ! 1, 0 ! 1, -2”)

2.1 Extended Sierpinski’s Curves are Partition-Dependent
The primitive element (and how it is divided into three parts) has a direct effect on the shape of the resulting curve, especially
for level 2 or higher. We investigate this issue here. The top part (i.e., the call Top(2)) of a level-2 Sierpinski’s curve is of the form
Top(1); Line(1, 1); Right(1); Line(0, 2); Left(1); Line(1, -1); Top(1), where Top(1), Right(1) and Left(1) correspond, respectively, to
a 0-degree, 90-degree and 270-degree rotations of a specific primitive element. With the introduction of a three-part primitive
element, the drawing procedure for Top() (see Section 2.3) is modified into:

Top(1); (left part); Right(1); (middle part); Left(1); (right part); Top(1)

Let us investigate the effect of the middle part of the primitive element, which is in this case affecting the middle portion of the
top part (i.e., Right(1);(middle part); Left(1)). It helps to give an illustrative example. Consider the curve with a primitive element
P = “0.5, 0!1.5, 1.5; 1.5, -1.5! 0.5,0”.

This has a middle part that is 3 units wide and consists of two slanted lines. We consider an alternative division of the primitive
element as follows:

P1 =  “0.5, 0; 1, 1 !0.5, 0.5; 0.5, -0.5 ! 1, -1; 0.5, 0”
P2 =  “0.5, 0; 1.5, 1.5 ! 0, 0 ! 1.5, -1.5; 0.5,0”

At level 1, the curves corresponding to P, P1, P2 are all the same. Figure 7 shows level-2 curves that result from these primitive
elements. We have modified the program code to highlight the middle part drawn during a call to procedure Top(). For Figure
7(a) and Figure 7(b), this explains the four highlighted segments in the top and bottom of the drawing — note that a call to Top()
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appears four times in a level-2 curve (two in procedure Top(), one in procedure Left() and one in procedure Right()), but what
about the fifth segment close to the center of the drawing. It is the middle part (of the primitive element) that is joining Right and
Left. These results are consistent with the specification for the primitive elements. For Figure 7(c), no middle part is drawn
because the middle part of P2 is a (0,0)-point (i.e., an empty line segment).

(a) Primitive element P    (b) Primitive element P1          (c) Primitive element P2

Figure 7. Extended Sierpinski’s curves of level 2 using alternate forms for partitioning the primitive element

2.1.1 How to Break a Primitive Element
A natural question that arises while specifying the format for a primitive element given its shape, is how to break it into three
parts. To maintain the proper curve-symmetries, the left and right parts should be reflection (along the y-axis) of each other. Even
with this requirement satisfied, there will still be several possibilities regarding the final format, as we can have varying portions
at either side of the middle part contributing toward the left and right parts. In view of the preceding discussion, it is not
urprising that, while all the different formats will give the same shape for level 1, higher-level curves differ considerably.
Consider, for example, the original Sierpinski’s curve whose primitive element is given as, “1,1!2, 0!1, −1”. An alternative format
is to take one half x-unit at either side of the middle part and have it in the left and right parts; namely, we express the primitive
element as, “1, 1;0.5, 0!1, 0!0.5, 0;1, -1”. Another alternative is to simply think of the middle part as a (0,0)- segment, with the x-
dist of 2 is divided between the left and right parts; namely, we express the primitive element as, “1,1; 1, 0!0, 0!1, 0;1, −1”. As can
be seen from Figure 8, the resulting curves are the same for level 1 but differ for level 2.

Figure 8. Extended Sierpinski’s curve of levels 1 and 2 using alternate forms for partitioning
the primitive element: “1, 1; 0.5, 0 ! 1, 0 ! 0.5, 0; 1, −1” or “1, 1; 1, 0 ! 0, 0 ! 1, 0; 1, −1”
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There is another perspective on the division of the primitive element into three parts. In the last example, we saw that we can
have the middle part reduced to a (0, 0)-segment. As an alternative, we can extend the middle part by taking portions from the left
and right parts up to a point where each of these parts reduces to a (0, 0)-segment. In Figure 9, the figure on the left uses “1,0;0,
0.5; 0.5, 0.5 ! 1, 0 ! 0.5, -0.5; 0, -0.5;1, 0”, while the figure on the right uses “0, 0 ! 1,0; 0, 0.5;0.5, 0.5;1,0; 0.5, -0.5;0, -0.5; 1, 0 ! 0, 0”
(the ! characters have been replaced by ; and we have added 0, 0 ! to front and ! 0, 0 to end). Note that the curves for level 1 are
the same in both cases.

Figure 9. Sierpinski’s curve of levels 1 and 2, where the second curve
has its primitive element expressed with empty left and right parts

2.2 Superimposition of Two Curves
More compelling patterns can be realized by superimposition of two curves having different primitive elements. Figure 10
shows one such pattern obtained by superimposing the curve “0.5, 0.5;0, 1!3, 0 ! 0, -1;0.5, -0.5” and the curve “0.5,0;0.5,0.5;0,.5;0.5,
0.5;0.5, 0 ! 0, 0 ! 0.5, 0; 0.5, -0.5;0, -0.5; 0.5, -0.5;0.5, 0”. In order to produce patterns with proper symmetries, it is best to use
standard curves or curves that use the same-size rectangle for their primitive element.

Figure 10. Two Sierpinski’s level-1 curves superimposed (Left); level 2 of the same curves superimposed (Right)

The superimposition of two curves, A and B, has a close effect to combining the primitive elements PA of A and PB of B, but
generally produces more pleasing and consistent results than that obtained from a third curve whose primitive element is the
combination (union) of PA and PB. The problem with the latter approach, is that the union of PB and PB is not always well-defined
when we want the result to honor the three-part division of PA and PB. For one thing, the left parts of PA and PB may not have the
same x-extent. Even when they do, they may not end at a common point for following on with the middle part. When
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PA and PB have the same x-extent for their left and middle parts, and the middle parts start from a common point (and end at a
common a point) — Note: the starting point for a part has its x-coordinate [y-coordinate] equal to the sum of the x-coordinates
[y-coordinates] of all the points to its left, then we define the union of PA and PB as follows, where TB(S) means trace back along
the x-axis the line segments in S; more formally if S = x1, y1; …; xk, yk, then TB(S) = −xk, yk; …; −x1, y1:

PA ∪ PB = Left (PA); TB (Left(PA)); Left (PB); ! Mid (PB); TB(Mid (PB)); Mid (PA); ! Right (PA); TB (Right (PA)); Right(PB);

As an example, suppose the primitive elements P1= “0.5,0.5;0,1;1,0!1,0!1,0;0,-1;0.5,-0.5” and P2= “0.5,0;0.5,0.5;0,0.5;0.5,0.5!1,0!0.5,-
0.5;0,-0.5;.5,-0.5;0.5,0”. [Note: these primitive elements are for the curves of  Figure 10-Left, expressed in a form that meets the
condition of Equation (1)]. Then P1 ∪ P2 = “0.5,0.5;0, 1;1, 0;-1, 0;0, -1; -0.5, -0.5; 0.5, 0; 0.5, 0.5; 0, 0.5;0.5, 0.5!1,0!1, 0; 0,-1;0.5, -0.5;-
.5,0.5;0,1; -1, 0; 0.5, -0.5; 0, -0.5; 0.5, -0.5; 0.5, 0”.

Note that for this example, we did not bother to do any retracing for the middle parts, because they happen to be the same. As
expected, the curves obtained from the primitive element P1 ∩ P2 did match the superimposition of the curves obtained from P1
and P2.

As another example, consider curve A with primitive element PA = “1, 1!2, 0!1, -1” and curve B with primitive element PB = “1, 0!0.5,
0;0.5,0.5; 0.5, -0.5; 0.5, 0!1, 0”. For these two curves, the condition for using Equation (1) is not met; therefore, we resort to a close
approximation. Figure 11(a) shows the superimposition of level 2 of these curves. A plausible primitive element the combines
those of A and B is “1, 1!-1, -1;1.5,0;0.5, 0.5;0.5, -0.5;1.5,0;-1, 1; -2, 0;2, 0!1, -1” [Note that some of the line segments are retraced].
When we draw level 2 of this latter curve, we get Figure 11(b); certainly very close to Figure 11(a) but not a 100% match.

Figure 11. (a) Superimposition of two level-2 curves; (b) A level-2 curve that uses a combined primitive element

2.3 Implementation Issues
To support the concept of the primitive element, let Part1, Part2 and Part3 denote the left, middle and right parts of the primitive
element. The procedure Top(), given in Listing 1, is modified as follows (the procedures Right(), Left(), Bottom() are also
modified in an analogous fashion):

procedure Top(integer level)
begin
    if (level > 0)
    begin Top(level-1); Part1(0); Right(level-1); Part2(0);
          Left(level-1); Part3(0); Top(level-1);
    end
end

                          (1)
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The above code makes calls to the procedure that renders the three parts for the top side: Part1(0), Part2(0) and Part3(0). We
encode the procedure for rendering Part1 as (the procedures for Part2 and Part3 are similar):

procedure Part1(int side)
begin
   for i = 0 to prim_part1[side].Length-1
   begin Line(prim_part1[side][i].X*dist, prim_part1[side][i].Y*dist); end
end

The preceding procedure utilizes a pre-computed array prim_part1 that contains the x and y distance info. representing Part1
indexed by side (0-top, 1-right, 2-bottom, 3-left). The primitive element data as specified in Figure 4 readily gives the data for the
top side. The data for the next side (clockwise) is obtained by applying a rotation transform by 90 degrees of the previous side’s
data. Image transformation including translation, rotation, and scaling are normally implemented as matrix operations. For
example, given a 2-D point (x, y), both translation by the amount (dx, dy) and rotation by angle θ clockwise around the origin can
be applied by multiplying the vector [x y 1] by the following matrix:

cos(θ)      −sin(θ) 0
sin(θ)       cos(θ) 0
   dx dy               1

[x   y  1]
⎡
⎣

⎤
⎦*

The reader should note that for line drawing by Line() procedure, we have to pass integer pixel amounts. Therefore, the drawing
unit dist must be set to some multiple of 4 when the primitive element is using fractional factors such as 0.25.

3. A Scheme for Dynamically-Generated Curves

With a pool of standard curves of any modest size and the process of superimposition, we were able to produce hundreds of
patterns that have high-degree of symmetry. However, one problem remained; designing primitive elements by hand (and
figuring out their numeric specification) is a tedious and error-prone process. In this section, we present an effective solution
that addresses the latter problem, and has the capacity to produce thousands of patterns. The basic idea is to utilize “constrained”
randomization to automate the process of constructing primitive elements. We propose the following format for the primitive
element (Note: the actual format does not use parenthesis; we keep them here for clarity):

(x0, y0); (x1, y1); (x2, y2);(x3, y3) ! (xc, yc) ! (x3,−y3); (x2, −y2); (x1, −y1); (x0, −y0)

In this scheme, the left part is the only variable part. The right part is a reflection of the left part, and we chose the coordinates
to satisfy standard curves (namely, net x-distance = 4 and net_distance = 0). We choose xi and yi (for i = 0, 1, 2, 3) randomly such
that xi ∈ [0, 0.25,…, 2] and yi ∈ [−1, −.75, …, 2]. Furthermore, we require that xsum = (x0 + x1 + x2 + x3) ≤ 2,

xc  = 4−(2*xsum), yc = 0. Finally, because

we want to restrict the y-span to be in [−1, 2], we also require that for 0 ≤  j ≤ 3, −1 ≤ (y0+ y1+ …+ yj) ≤ 2.
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Figure 12. Some extended Sierpinski’s curves of level-2 from the scheme of Section 3

Figure 13. Some extended Sierpinski’s curves from the scheme of Section 3. Left: a superimposition
of level-1 and level-2 of a particular curve; Right: a superimposition of two level-2 curves

Theorem 1:
(I) The number of vectors <x0, x1, …, xk> subject to: (x0 + x1+…+ xk) ≤  2 and, for 0 ≤  i ≤  3, xi ∈ {0, 0.25, …, 2}, is

8 + (k + 1)
    k + 1

. For k = 3, this number is 495.⎛
⎝

⎞
⎠

(II) The number of vectors < y0, y1, ..., y3> subject to: for 0 ≤  j ≤ 3, −1 ≤ (y0+ y1+ …+ yj) ≤ 2, and for 0 ≤ i ≤ 3, yi ∈ {−1, −.75, …, 2},
is 5169.

(III) The number of vectors < y0, y1, y2, y3> subject to: −1 ≤ (y0+ y1 + y2 + y3) ≤ 2, and yi ∈ {−1, −.75, …, 2}, is
12 + 4
     4

⎛
⎝

⎞
⎠ = 7280.

Proof:
(I) The vectors < x0, x1, ..., xk> are in one-to-one correspondence mapping with the vectors on nonnegative integer variables zi’s,
if we define zi = 4 xi. Thus, the number of vectors in the original system is equal to the number of solution vectors to:

(z0 + z1+ … + zk) ≤ 8, subject to 0 ≤ zi ≤ 8.

The inequality constraint can be made into an equation by introducing a slack (nonnegative integer) variable zk + 1, so the
inequality becomes, (z0 + z1+ … + zk + zk +1) = 8.

The latter problem is a combination-with-repetition that can be solved with stars and bars. In this case, there are 8 stars and
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(k +1) (one less than the number of variables) bars; thus, the number of vectors is given as,
8 + (k + 1)
    k + 1

⎛
⎝

⎞
⎠

(II) Here we are dealing with vectors of size 4 but some of the vector components can be negative. We solve it as a number of
non-overlapping OR-cases. The number of negative components can be 0, 1, 2, 3, or 4. In each of the cases below, we try to fill
in the negative components such that their sums (including partial sums) are always ∈ −1. We should note that when one of the
components is negative, the sum of the positive components can be higher than 2. For example, if y0 = −1, then  y1+ y2+ y3 ≤ 3.
The relaxation of the sum is dependent on the position of the negative components. If y3 = −1, then y0+ y1+ y2 ≤ 2. This makes
the calculation of the exact number of vectors more difficult. In the cases below, we assume that the sum for the positive
components remain ≤ 2 (i.e., we do not do any relaxation); hence, the number of calculated vectors is a lower bound.

Case 0: In this case, because the yi’s of any vector are positive, the partial sums { y0, y0 + y1, …} will automatically satisfy the

inequality. The problem reduces to (I) with k = 3. Thus, the number of vectors is
8 + (3 + 1)
    3 + 1

⎛
⎝

⎞
⎠

 =  495

Case 1: We choose one of the components to be from { −0.25, −0.5, −0.75, −1}, and we view the remaining components as a 3-

element vector consistent with (I) and k = 2. Thus, the number of vectors is
8 + (2 + 1)
    2 + 1

⎛
⎝

⎞
⎠

4
1

⎛
⎝

⎞
⎠

∗ 4 ∗  16 ∗165 = 2640

Case 2: We choose two of the components to be from { −0.25, −0.5} (4 choices here) or { −0.25, −0.75} (only 3 choices here,
because “−0.75, −0.75” will make the sum less than -1 ) and we view the remaining components as a 2-element vector consistent

with (I) and k =1. Thus, the number of vectors is
8 + (1 + 1)
    1 + 1

⎛
⎝

⎞
⎠

4
2

⎛
⎝

⎞
⎠ ∗ (4 + 3) ∗  = 6 ∗ 7 ∗ 45 = 1890

Case 3: We choose three of the components to be all −0.25 or form { −0.25, −0.5} (exactly one element is −0.5) and we view the
remaining components as a 1- element vector consistent with (I) and k = 0. Thus, the number of vectors is

8 + (0 + 1)
    0 + 1

⎛
⎝

⎞
⎠

4
3

⎛
⎝

⎞
⎠

∗ 1 ∗  =  4 ∗ 9 + 4 ∗ 3 ∗ 9  = 144+
4
3

⎛
⎝

⎞
⎠ ∗

3
1

⎛
⎝

⎞
⎠

∗
8 + (0 + 1)
    0 + 1

⎛
⎝

⎞
⎠

Case 4: There are no vectors, because even if we chose all the components to be −0.25, the sum will be less than −1.

Based on the preceding cases, we conclude that the number of vectors is 495 + 2640 + 1890 + 144 = 5169.

(III) Let zi = 4yi + 4. This maps the domain for yi = {−1, −.75, …, 2} into a domain for zi ={0, 1, …, 12}. The vectors <y0, y1, y2, y3>
are in one-to-one correspondence mapping with the vectors on nonnegative integer variables zi’s, if we define zi = 4yi + 4. Thus,
the number of vectors in the original system is equal to the number of nonnegative integer solution vectors to:

(z0 + z1 + z2 + z3) ≤ 12
The inequality constraint can be made into an equation by introducing a slack (nonnegative integer) variable z4, so the
inequality becomes, (z0 + z1+ z2 + z3 + z4) = 12. The latter problem is a combination-with repetition that can be solved with stars

and bars. In this case, there are 12 stars and 4 bars; thus, the number of vectors is given as,
12 + 4
    4

⎛
⎝

⎞
⎠

 =  7280

3.2 Scheme Extension
The preceding scheme for dynamically-generated curves can still accommodate a slight extension. The two patterns in Figure
14 were produced when we modified x2 in accordance with the suggestion given in Step 2 below.

The suggested extension involve the following (apply these as follow-up steps):

1. Expand the middle part to include neighboring points to its left or right.
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Figure 14. Some level-2 extended Sierpinski’s curves from the extended scheme of Section 3.2

2. With some probability, allow exactly one xi (for i = 0, 1, 2) to be a negative number chosen from {−0.25, −0.5, −0.75, −1}. To
offset the effect of the change to xi on the net x-distance for the primitive element, let negaval be the value assigned to xi and
set xi + 1 = xi + 1 – negaval + old value of  xi.

The inclusion of the above steps increases the number of dynamically-generated curves by a multiplicative factor of 12 to about
30 millions. Next, we show how to (nearly) double the latter number.

3.3 Glueless Curves
The top-level Sierpinski’s curve-drawing procedure includes 4 glue lines. One option is to do away with these glue lines
altogether. For primitive elements that are 4 units wide such as the scheme proposed in 3.1, the starting point should be (2 ∗ dist,
2 ∗ dist) so that different levels overlap properly. In general, it is better to generate the different curves in isolation and then
coincide their centers. Figure 15 shows some glueless curves.

Claim: Let S1 be the set of curves from the scheme of Section 3 drawn with glue lines and S2 be the set of curves from the same
scheme drawn without glue lines. We claim that S1 ∩ S2 = φ.

Proof: The proof is based on observing the top-left portion of glueless curves — The reader can contrast these for Figure 15
versus all previous figures. When glue lines are used, the line segment that descends to the left from the top-left corner is (−dsit,
dist). To produce such effect, when glue lines are not used, would require using a line segment with a negative x-component as
the leftmost segment in the primitive element. However, this is not possible, because the primitive element of any of the curves
in the original scheme of Section 3 does not start with a segment having a negative xcomponent. (Note that the sets S1 and S2
can be enlarged to include any curve whose primitive element includes a segment with a negative x-component but not as a first
segment.)

3.4 Tiling with Extended Sierpinski’s Curves
In this section, we briefly describe our TilerPro software (A demo of TilerPro is available at: http://webgeek.somee.com/tiler/
TileDemo.aspx). TilerPro is a web-based system that utilizes extended Sierpinski’s curves for the construction of sophisticated
tiling designs.

A tessellation (tiling) of a 2-D plane is a covering of the plane by one or more geometric shapes without any gaps or overlaps
[12]. Commercial graphics and drawing tools have built-in commands for filling and tiling the drawing area with a selected image
or bitmap but little in the way of automatically creating a symmetric image in the first place. Generating a symmetric design by
hand is undeniably a tedious process, even for artists. This has driven some researchers to propose and develop graphics
drawing programs with built-in aids for constructing symmetric drawings [4, 13, 14, 22, 29]. However, these systems lack any
facilities for automatic construction of such drawings. On the other hand, by utilizing dynamically-generated Sierpinski’s
curves, TilerPro generates a new tiling design with every refresh of the page. Figures 16, 17 and 18 show the different types
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(Square, Diamond, Hexagon) tiling designs. Figure 19 shows the main window for TilerPro.

Figure 15. Some level-2 curves from the scheme of Section 3 without using glue lines

The tiling designs produced by TilerPro are based on regular and uniform tiling. The design starts with a basic square or a
rectangular shape that represents a single tile which is then laid horizontally and vertically. Diamond and hexagonal tiling
designs are also constructed by laying square tiles using some techniques that we describe in a forthcoming paper.

The tiling designs produced by TilerPro are quite aesthetic. This can be attributed to several factors. First, each tile exhibits
rotational and reflection symmetries. Second, the curves and filled regions of adjacent tiles mesh together to exhibit a new
pattern that is repeated throughout the tiling. Third, TilerPro uses contrasting line and fill colors adding a color-symmetry
dimension to the tiling. TilerPro uses a number of independent parameters that results in a large variety of tiling designs. For
example, when superimposing two extended Sierpinski’s curves (either two different curves of the same level or different levels
of the same curve), the tile is taken to be a central portion (a square or a rectangle) of the image whose size is chosen by the user.
Another option allows the user to rotate one or both by a 45-degree angle.

TilerPro uses vector graphics and can save a tiling design to SVG (Scalable Vector Graphics) format — SVG (http://www.w3.org/
Graphics/SVG/) is a widely used XML-based graphics format supported by graphics tools and modern browsers. Unlike bitmap
graphics, vector graphics objects have the advantage that they can be scaled to any size without being distorted. Furthermore,
TilerPro encodes a tiling design as a string of about 100 characters (the image can be reconstructed given such a string). Thus,
the system can save thousands of tiling designs using a tiny amount of disk space.

Figure 16. Square tiling
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Figure 17. Diamond tiling Figure 18. Hexagon tiling

Figure 19. The main window for TilerPro
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4. Conclusion

In this paper, we have introduced an extension to Sierpinski’s curve trough the notion of a primitive element, and demonstrated
its usefulness for the design of highly symmetric 2-dimensional curves. We have proposed a scheme for dynamically generating
these extended Sierpinski’s curves, and proven that the number of curves produced by the scheme is in the millions. As a direct
utilization of these curves, we have built TilerPro tiling software. This web-based system is capable of producing a large variety
(in the millions) of sophisticated and aesthetic tiling designs.

This work has a companion website currently available at: http://webgeek.somee.com/tiler/TileDemo.aspx. The author
acknowledges the free-hosting support provided by Somee.com.
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