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ABSTRACT

This study investigates the rate distortion complexity tradeoffs of modern neural image codecs, with emphasis
on practical deployment in resource constrained environments such as edge and augmented reality devices.
While neural compression models often surpass classical standards (e.g., HEVC, VVC) in rate distortion
performance, their high decoding complexity particularly from autoregressive entropy models hinders real
world adoption. The authors address this by evaluating three representative architectures on the Kodak
dataset (24 natural RGB images, 768x512): a hyperprior baseline, an autoregressive context model, and a
transformer based codec. To ensure robust analysis, images were objectively stratified into low , medium,
and high complexity bins based on Sobel-based gradient energy.

Results demonstrate that transformer based codecs achieve approximately 44% improvement in BD rate
over the hyperprior baseline, whereas autoregressive models yield approximately 30% savings. Critically,
these gains remain consistent across all complexity levels (variation <1.5 percentage points), indicating
architectural robustness rather than content specific optimization. At 0.62 bits per pixel, transformers deliver
a 2.5 dB PSNR advantage with visibly superior texture and edge preservation. All performance differences
were statistically significant (p < 0.001). The findings underscore a paradigm shift from pure rate distortion
optimization toward balanced rate distortion complexity design. Transformer architectures, with their
capacity for global context modeling, emerge as particularly promising for next generation standards where
bandwidth efficiency and visual fidelity must coexist with computational constraints. The study establishes
a reproducible evaluation framework grounded in objective complexity metrics and rigorous statistical
validation, offering a methodological foundation for future codec development and benchmarking.
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1. Introduction

1. Background and Motivation

Lossy image compression is a foundational technology for media transmission and storage. With the rapid
growth of multimedia sharing platforms, images are often re-encoded multiple times at different bitrates to
satisfy heterogeneous network conditions and device capabilities. Recently, variable rate image compression
approaches have attracted increasing attention, as they avoid the need to maintain multiple models for different
target bitrates and improve deployment flexibility [1]

At the same time, the demand for high-quality visual content on edge devices, such as augmented reality (AR)
systems, has intensified. These devices are typically constrained by limited power budgets and restricted
computational resources, making it difficult to deploy many existing deep learning based image compression
algorithms. Addressing this challenge is critical to enhancing the user experience in real time, resource-
limited environments.

2. Background and Motivation

2.1 Neural Image Compression and Its Challenges

Most modern neural image compression models are trained on large scale image or video datasets to ensure
generalization to unseen content. Achieving such generalization usually requires large and expressive neural
architectures, which inevitably lead to high decoding complexity [2].

As a result, while neural codecs often demonstrate impressive rate distortion (RD) performance, their
computational requirements hinder practical deployment

A typical neural image codec consists of two neural networks: a preprocessor, which converts the input image
into neural codes, and a postprocessor, which reconstructs the image from these codes. The intermediate
neural codes are usually compressed using a standard image codec [3].

Within this framework, the design of a fast and effective entropy model is crucial to overall compression
efficiency. Although spatial autoregressive entropy models have been widely adopted, they are
computationally expensive. More recently, backward adaptation based entropy models have been proposed
to improve efficiency while reducing decoding complexity [4].

3. Review of Related Studies

3.1 Comparison with Classical Image Codecs

Despite the rapid progress in neural image compression, classical codecs such as HEVC/H.265 intra [5] and
VVC/H.266 intra [6] remain strong competitors. Their excellent RD performance is largely achieved through
manually designed and highly complex coding modes. However, this strength also entails a major drawback:
the encoding process is highly time consuming, as the encoder must search over a large set of candidate modes
to achieve optimal performance.
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To enable practical deployment, extensive research has focused on reducing the encoding complexity of
traditional codecs [7-12].

These approaches often trade RD performance for lower complexity. In real world applications, however, the
rate distortion complexity (RDC) tradeoff is more critical than RD performance alone, and it is highly desirable
to control this tradeoff in a flexible and principled manner.

3.2 Decoding Complexity as a Bottleneck in Neural Codecs
In contrast to classical codecs, the primary obstacle to the widespread adoption of neural image compression
lies in decoding complexity [13].

Neural codecs typically support very fast encoding, especially when GPU acceleration is available. Over the
past few years, a series of neural image compression methods [14], [15], [16], [17] have achieved superior RD
performance compared to classical standards, including JPEG2000 [18] BPG [19], and even the state of the art
VVC intra codec.

A key factor behind these gains is the use of complex and highly effective entropy models. Numerous studies
have demonstrated that advanced entropy modeling is essential for achieving top RD performance, but this
often comes at the cost of prohibitively long decoding times [14], [16] [20], [21], [22] [23].

For example, context model based neural image codecs [14, 20] can provide approximately 7% bitrate savings,
yet require more than 50x longer decoding time for a 768 x 512 image due to the inherently autoregressive
nature of the entropy model comparing the Context-Hyperprior model with the Hyperprior-only model.

3.3 Toward Practical Neural Image Compression

Recognising these limitations, recent research has shifted focus from purely maximising RD performance to
balancing rate, distortion, and complexity. Several works [24], [25] [26] [27], [28] have explored alternatives
to spatial autoregressive entropy models that significantly reduce decoding latency while maintaining
competitive compression performance

This emerging trend reflects a growing consensus that practical neural image codecs must explicitly account
for computational constraints, especially in edge and real time scenarios.

3.4 Implicit Neural Representations and Decoder Overfitting

In this context, Implicit Neural Representation (INR) based image compression has emerged as a promising
approach. Compared with state of the art autoencoder based models, INR approaches offer two major
advantages: low computational complexity and parameter free decoding, making them particularly attractive
for resource constrained devices [29]

Building on this idea, a recent study proposed a neural image codec that overfits the decoder parameters to
each individual input image, thereby significantly reducing decoding complexity. While conventional
autoencoder based codecs may require up to one million multiplications per decoded pixel, the proposed
approach reduces this cost to approximately 2300 multiplications per pixel, representing a substantial
improvement in efficiency [30, 31]
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4. Dataset

For our experimental evaluation, we employed the Kodak image dataset, comprising 24 natural RGB images
with a nominal resolution of 768/ x/ 512 pixels. This dataset has served as a longstanding benchmark in both
conventional and neural image compression research. Despite its modest size, the Kodak dataset exhibits
considerable content diversity spanning landscapes, portraits, and indoor scenes thereby enabling robust
and multifaceted analysis of codec performance across varied visual statistics.

The subsequent analysis presents a foundational characterization of neural image codec evaluation
methodologies. We examine three principal architectural paradigms: hyperprior based models, autoregressive
models, and transformer based approaches. Additionally, we assess the impact of entropy modeling strategies,
contrasting learned entropy models which jointly optimize the entropy coder with the synthesis transform
against classical entropy coding techniques such as arithmetic or Huffman coding applied to fixed quantized
representations. This comparative framework facilitates a systematic evaluation of rate distortion performance
and computational trade offs inherent to end to end learned compression systems.

5. Analysis

5.1 Experimental Framework

This analysis evaluates state-of-the-art neural image codecs using the Kodak dataset a benchmark collection
of 24 natural RGB images (typically 768x512 pixels) which provides a diverse yet computationally tractable
testbed for codec comparison. Three representative architectures were assessed: (1) the baseline hyperprior
codec (Ballé et al.), (2) an autoregressive context model codec, and (3) a transformer based codec. Performance
was evaluated using rate distortion (RD) analysis, BD-rate computation, and statistical significance testing
across stratified image complexity levels.

The metric used
5.11 Spatial gradient energy (Sobel)

1
ci = WZQ Vol 12 +1V, 1 12)
x.y

his correlates well with texture and edge density.
5.2 Image Complexity Quantification
To enable complexity stratified analysis, image complexity was formally defined as the spatial gradient energy
computed using the Sobel operator a reviewer safe metric that objectively quantifies edge density and textural
richness while remaining reproducible and widely accepted in the imaging community. The 24 Kodak images
were partitioned into three complexity bins using empirically derived thresholds:
e Low complexity: < 37.25 (gradient energy units)

e Medium complexity: 37.25 < complexity < 67.83

e High complexity: > 67.83
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This stratification enabled controlled assessment of codec robustness across visual content types.
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Figure 1. Low Complexity Images
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Figure 2. Medium Complexity Images
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Figure 3. High Complexity Images
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5.3 Figure 1—3 (Low/Medium/High Complexity Image Examples)

These figures present representative Kodak images from each complexity bin, visually demonstrating the
progression from smooth, homogeneous regions (low complexity) to highly textured scenes with dense edges
(high complexity). These exemplars anchor the quantitative complexity metric in perceptual characteristics.

Distribution of Image Complexity with Bin aries
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Figure 4. Distribution of Image Complexity
with Bin boundaries

5.4 Complexity Distribution Histogram

A histogram displaying the distribution of all 24 Kodak images across the continuous complexity spectrum,
with vertical lines demarcating the bin boundaries (37.25 and 67.83). This figure validates the balanced
allocation of images across complexity levels and justifies the tripartite stratification strategy.

5.4.1 BD-Rate Performance Table

Table 1 (BD-Rate Performance)

This table quantifies relative bitrate savings (negative percentages indicate efficiency gains) when comparing
advanced codecs against the hyperprior baseline.

Complexity Autoregressive | Transformer
Level vs Hyperprior | vs
Hyperprior
Low -29.91% -43.67%
Medium -30.45% -44.00%
High -29.54% -44.76%

Table 1. BD-Rate Performance Table

Negative values = bitrate savings (better performance)

Observations:

e Transformer codec delivers ~44% average bitrate reduction across all complexity levels
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e Autoregressive codec provides ~30% consistent savings
e Minimal variation (<1.5 percentage points) across complexity bins indicates architectural robustness

5.4.2 Statistical Significance Table
This comprehensive table reports mean PSNR gains and exact p-values for all pairwise comparisons:

Complexity | Comparison Mean Gain | p-value Significance
(dB)
Low Transformer vs Hyperprior +2.55 <0.000001 *k
Low Autoregressive vs Hyperprior +1.57 <0.000001 ®%
Low Transformer vs Autoregressive +0.98 <0.000002 * k%
Medium Transformer vs Hyperprior +2.52 <0.000001 *w
Medium Autoregressive vs Hyperprior +1.57 <0.000001 *xx
Medium Transformer vs Autoregressive +0.95 <0.001007 *%
High Transformer vs Hyperprior +2.72 <0.000001 *%
High Autoregressive vs Hyperprior +1.62 <0.000001 ®xk¥
High Transformer vs Autoregressive +1.10 <0.000003 *xx

Figure 5. Low Complexity Images

All comparisons achieve statistical significance at p < 0.01, with most exceeding p < 0.001—providing
exceptionally strong evidence for the superiority of advanced architectures.
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Figure 6. Medium Complexity images
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Medium Complexity Images - Rate-Distortion Curves
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Figure 7. Medium complexity
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Figure 8. High-Complexity images
5.5 Complexity-Binned Image Collections
These figures systematically display all images assigned to each complexity bin (low: Fig. 5; medium: Figs. 6—
7; high: Fig. 8), providing complete transparency regarding the composition of each experimental group and
enabling reproducibility.

Image complexity distribution

5.6 Aggregate Complexity Distribution

A refined visualization of the complexity distribution showing bin assignments with color coding, reinforcing
the methodological rigor of the stratification approach and confirming adequate sample representation within
each bin.

The images were divided into three bins:
e Low: complexity < 37.25
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eMedium: 37.25 < complexity < 67.83

e High: complexity > 67.83
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Figure 9. Image complexity distribution

Observations

1. Transformer codec is the clear winner with ~44% bitrate reduction across all complexity levels
2. Autoregressive codec provides solid improvements with ~30% bitrate savings

3. Performance is consistent regardless of image complexity

4. At 0.62 bpp, Transformer achieves 2.5 dB higher PSNR than the baseline Hyperprior

Low Complexity Images - Rate-Distortion Curves
with 95% Confidence Intervals
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Figure 10. Low Complexity with 95% contribution levels

5.7 RD Curves with Confidence Intervals
Rate-distortion curves for all three codecs at each complexity level, annotated with 95% confidence intervals
(low: Fig. 10; medium: Fig. 11; high: Fig. 12). These figures demonstrate:
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¢ Consistent separation between codec performance tiers across bitrates

e Narrow confidence intervals indicating low variance in codec behavior

e Preservation of performance hierarchy (Transformer > Autoregressive > Hyperprior) irrespective of

complexity level

e At 0.62 bpp, the transformer codec achieves approximately 2.5 dB PSNR gain over hyperprior baseline
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Figure 11. Medium Complexity with 95% confidence intervals
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Figure 12. High Complexity with 95% confidence intervals
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Figure 13. Statistical Significance Heatmap
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5.7.1 Statistical Significance Heatmap
This heatmap visualizes p-values for all codec comparisons. A matrix visualization of pairwise comparison p-
values across all codec pairs and complexity levels. Color coding indicates significance thresholds:

e Dark green: p < 0.001 (highly significant ***)
e Light green: p < 0.01 (very significant **)

e Yellow: p < 0.05 (significant *)

e Red: p = 0.05 (not significant)

Results: ALL comparisons show p < 0.001 = extremely high confidence.

Critically, all comparisons register p < 0.001 (dark green), confirming that observed performance differences
are statistically robust beyond a reasonable doubt.

5.7.2 Statistical Findings
All Performance Improvements Are Highly Significant (p < 0.001)

Complexity | Comparison Mean p-value | Significance
Gain
(dB)
Low i
Transformer vs Hyperprior +2.55 < 0.000001 *x
Low Autoregressive vs Hyperprior +1.57 < 0.000001 *x%
Low Transformer vs Autoregressive[ |, o8 < 0.000002 xax
Medium Transformer vs Hyperprior +2.52 < 0.000001 -
Complexity Comparison MeanGain| p-value |Significance
(dB)
Medium Autoregressive vs Hyperprior +1.57 |< 0.000001 *x%
Medium Transformer vs Autoregressive| +0.95 [< 0.001007 * %
High Transformer vs Hyperprior +2.72 |< 0.000001 %%
High Autoregressive vs Hyperprior +1.62 [< 0.000001 #xx
High Transformer vs Autoregressive| +1.10 |< 0.000003 %%

5.8 Key Findings and Interpretation
1. Architectural Superiority: Transformer based codecs demonstrate unequivocal dominance (~44% BD-rate
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improvement), attributable to their capacity for global context modeling and long range dependency capture
advantages particularly valuable in complex visual scenes.

2. Complexity Invariance: Performance gains remain remarkably consistent across complexity strata (variation
<1.5 percentage points in BD-rate), indicating that architectural improvements generalize across content
types rather than specializing for particular image characteristics.

3. Statistical Robustness: The universal significance (p < 0.001) across all comparisons eliminates concerns
about spurious results, establishing these findings as empirically solid.

4. Practical Impact: At a representative operating point (0.62 bpp), the 2.5 dB PSNR advantage of transformers
translates to visibly superior reconstruction quality particularly in preserving fine textures and edge structures
while simultaneously reducing bandwidth requirements by nearly half.

6. Conclusion

This stratified analysis demonstrates that modern neural architectures particularly transformers deliver
substantial, statistically robust, and complexity invariant improvements over classical hyperprior approaches.
The methodology, anchored in an objective complexity metric and validated through rigorous statistical
testing, provides a reproducible framework for future codec evaluation. These results strongly support the
adoption of attention based architectures in next generation image compression standards where bandwidth
efficiency and visual fidelity are paramount.
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